TOKEN BENCH INDEX - EDITION 1 - 1 NOVEMBER 2026

What everyday Al work
costs, model by model

A fixed set of four ordinary tasks, priced every month on each
major model using real token counts and verified list prices. The
same work, the same method, every month, so changes in cost are
changes in the market.

By Dr Santosh Kumar - Token Bench

About this edition. This is the first official edition and the base for every edition that follows. All
thirteen models from OpenAl, Anthropic and Google are now counted exactly, with each provider’s
own tokenizer. Models whose tokens can only be estimated are reported separately and kept out of
the headline figures.

CHEAPEST FRONTIER CHEAPEST MID-RANGE CHEAPEST BUDGET
$7.13 $2.63 $0.332
Gemini 4 Argon Gemini 3.8 Flash GPT-6 Luna
TASKS IN THE BASKET MODELS TRACKED PUBLISHED

4 17 Monthly
support, code, data, Hindi 13 counted exactly, 5 providers on the 1st

whatdoesmypromptcost.com - hello@vectorvalueai.com - built by Vector & Value AI

© 2026 Vector & Value AI. Figures may be quoted with attribution; full notice and disclaimer inside.
Edition of 1 November 2026 - prices verified on 29 October 2026 against each provider’s official pricing
page
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1. Headline figures

Each figure is the cost of running all four tasks 1,000 times, in US dollars at standard list prices.
Exact token counts only.

Tier Cheapest model Index value Median of tier
Frontier Gemini 4 Argon $7.13 $23.08
Mid-range Gemini 3.8 Flash $2.63 $4.98
Budget GPT-6 Luna $0.332 $0.802

Same work, eight times the price. Claude Fable 5.1 costs $57.69 for the basket, eight times
Gemini 4 Argon’s $7.13. Part of that gap is the price list and part is the tokenizer: Claude’s
models use 889 prompt and 976 answer tokens for the basket, against 491 and 566 on
OpenAl’s.

2. Every exactly counted model

Tier Model Price in / out Tokens in / out Index value With batch Hindi multiple
Frontier Gemini 4 Argon $2 / $10 526 / 608 $7.13 $3.57 1.25x
Frontier Gemini 3.1 Pro $2 / $12 514 / 599 $8.22 $4.11 1.17x%
Frontier Claude Opus 5.5 $4 / $20 889 / 976 $23.08 $11.54 2.19x%
Frontier GPT-6 Astra $10 / $50 491 / 566 $33.21 $16.61 1.46x
Frontier Claude Fable 5.1 $10 / $50 889 / 976 $57.69 $28.84 2.19x
Mid-range Gemini 3.8 Flash $0.75 / $3.75 514 / 599 $2.63 $1.32 1.17x
Mid-range GPT-6.1Terra $1 / $5 491 / 566 $3.32 $1.66 1.46x
Mid-range GPT-6.1Sol $2 / $10 491 / 566 $6.64 $3.32 1.46x
Mid-range Claude Sonnet 5.5 $2 / $10 889 / 976 $11.54 $5.77 2.19x%
Budget GPT-6 Luna $0.10 / $0.50 491 / 566 $0.332 $0.166 1.46x
Budget Claude Haiku 5.5 $0.10 / $0.50 889 / 976 $0.577 $0.288 2.19x
Budget Gemini 3.1 Flash-Lite $0.25 / $1.50 514 / 599 $1.03 $0.513 1.17x
Budget Gemini 3.5 Flash-Lite $0.30 / $2.50 514 / 599 $1.65 $0.826 1.17x%

Prices are US dollars per million tokens. “With batch” is the cost through the provider’s batch service, for work that can wait
for results. “Hindi multiple” is the cost of the Hindi customer-support task divided by the cost of its English original.

Models that share a tokenizer share token counts and Hindi multiples, so their index values differ only by price. Gemini 4

Argon has a new tokenizer, so it counts differently from the Gemini 3 models.
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3. Finding of the month: Gemini 4 reshuffles the language tax

Gemini 4 Argon uses a new tokenizer. On the English tasks it counts within one token of Gemini 3.
On Hindi it counts more, and in this basket it costs more than Gemini 3 in every Indian language
measured.

A four-task basket is a small sample, so Token Bench checked the finding on 1,012 professionally
translated sentences per language, counted on both models on 31 October 2026.

Language Gemini 3 tokens Gemini 4 Argon tokens Change
Bengali 32,836 41,085 +25%
Tamil 39,830 48,325 +21%
Marathi 37,835 42,724 +13%
Hindi 35,521 39,337 +11%
Telugu 48,148 51,005 +6%
Punjabi 73,045 64,972 -11%
Odia 95,199 67,341 -29%
English 27,114 27,059 -0.2%

Argon needs more tokens for ten of the thirteen Indian languages measured, including the five
most widely spoken. It needs fewer for Odia and Punjabi, and about the same for Nepali. Argon’s
price doubles to $4 / $20 per million tokens on 1 December 2026, so the extra tokens will cost
twice as much from next month. Full results for all thirteen languages are in Token Bench’s Indian
languages studuy.

Sentences from the FLORES+ benchmark, used under the CC BY-SA 4.0 licence. Only token counts are reported here, not
the sentences.
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4. Indian-language sub-index

Draft. The Hindi, Marathi, Bengali, Tamil and Telugu texts are draft translations, not yet reviewed by
native speakers. These figures may change once they are.

What the customer-support task costs in each language, as a multiple of the same task in
English. Exact counts only.

Model Hindi Marathi Bengali Tamil Telugu
Gemini 4 Argon 1.25x% 1.46x 1.37x% 1.63x 1.77x%
Gemini 3.1 Pro 1.17x% 1.24x 1.14x% 1.29x% 1.68x
Claude Opus 5.5 2.19x 2.41x 2.65x% 3.08x 2.86x
GPT-6 Astra 1.46x% 1.78x 1.63x% 1.94x% 1.89x
Claude Fable 5.1 2.19x 2.41x 2.65x% 3.08x 2.86x
Gemini 3.8 Flash 1.17x% 1.25x 1.14x 1.30x 1.68x
GPT-6.1Terra 1.46x% 1.78x 1.63x% 1.94x 1.89x
GPT-6.1 Sol 1.46x% 1.78x 1.63x 1.94x% 1.89x
Claude Sonnet 5.5 2.19x% 2.41x 2.65x% 3.08x 2.86x
GPT-6 Luna 1.46x 1.78x 1.63x 1.94x% 1.89x
Claude Haiku 5.5 2.19x 2.41x 2.65x 3.08x 2.86x
Gemini 3.1 Flash-Lite 1.17x% 1.24x% 1.14x% 1.29x% 1.68x
Gemini 3.5 Flash-Lite 1.17x% 1.24x 1.13x 1.28x% 1.67x

The multiples are cost ratios, not token ratios. Each model prices input and output differently, so two models with the
same tokenizer can differ by 0.0l. The Indian languages study measures 1,012 short sentences, while this basket uses one
longer reply per language, so the two give somewhat different multiples for the same language and model.
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©. Estimated only

These providers publish no tokenizer, so their counts can only be estimated from the number of
characters. Estimates are least reliable for non-English text, so these models are kept out of the
headline figures and the sub-index.

Tier Model Provider Price in / out per 1M Index value (estimate)
Frontier Grok 4.7 xAl $2 / $6 $4.06
Mid-range Grok 4.3 XAl $1.25 / $2.50 $1.89
Mid-range DeepSeek V4 Pro DeepSeek $0.66 / $1.98 $1.34
Budget DeepSeek V4.1 Flash DeepSeek $0.15 / $0.60 $0.383

6. Price notes

e Gemini 4 Argon: price rises to $4 / $20 on 1 December 2026.
¢ Gemini 3.8 Flash: price rises to $1.50 / $7.50 on 1 January 2027.

e DeepSeek V4 Pro and V4.1 Flash: the off-peak rate is shown; peak hours cost double. The
Search and Fetch tool fees DeepSeek introduced on 1 November 2026 are not token prices and
don’t affect the index.
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7. Method

The basket is four everyday tasks: an English customer-support reply, a Python code review, an
invoice extraction to JSON, and a Hindi translation of the customer-support task. Each has a
prompt and a reference answer, so the index covers what a model reads and what it writes. The
basket stays fixed, so later editions are directly comparable with this one. Its full text is in the
appendix.

The index value for each model is the cost of running all four tasks 1,000 times:

1,000 x ¥ (prompt tokens x input price + answer tokens x output price) + 1,000,000

Token counts come from each provider’s own tokenizer: OpenAl’s 0200k tokenizer, run in-house,
and the counting services of Anthropic and Google, minus the fixed overhead each adds to every
request. Counts are re-measured when a provider releases a new model or changes a tokenizer.

Prices are standard list prices for real-time use, without caching, checked against each provider’s
official pricing page in the week before each edition. Where a price change has been announced,
the price in force on the edition date is used. Secondary sources are never used for prices.

Corrections backed by an official provider page are applied, dated and noted in the next edition.

What the index doesn’t measure

Quality. A cheaper model may do a task worse, or need more attempts. The index measures what
the same work costs, not how well it’s done.

Hidden reasoning. Reasoning models also bill their internal thinking as output, and how much
they think varies by model and request. The index uses fixed reference answers so editions stay
comparable; real bills from reasoning models will be higher.
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Author, disclaimer and copyright

Author

Dr Santosh Kumar, Token Bench (Vector & Value Al). Corrections and questions are welcome at
hello@vectorvalueai.com or through whatdoesmypromptcost.com.

Disclaimer

This edition is published for general information only. It is not financial, procurement, legal or technical advice, and you
should not rely on it as the sole basis for any decision. Prices are list prices verified on 29 October 2026 against each
provider’s official pricing page and may change at any time; always confirm current prices with the provider. The index
measures the cost of a fixed set of texts; your own costs will differ with your prompts, output lengths, reasoning
tokens, caching, batch use, negotiated rates, region, taxes and currency. Estimated figures are approximations. Token
Bench is independent and is not affiliated with, sponsored or endorsed by any provider named in this edition. Product
and company names are trademarks of their respective owners and are used only to identify their products. While every
effort has been made to ensure accuracy, the edition is provided “as is”, without warranty of any kind, and Vector &
Value Al accepts no liability for any loss arising from its use. Errors brought to our attention will be corrected and noted
in the next edition.

Copuyright

© 2026 Vector & Value Al. All rights reserved. You may quote figures and short extracts from this edition, and share the
unaltered PDF, provided you credit “Token Bench Index, edition of 1 November 2026, whatdoesmypromptcost.com”.
Republishing the edition in whole or in substantial part, or in altered form, requires written permission. The basket texts
in the appendix may be reused to reproduce or check the figures.
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Appendix: the basket

The four tasks behind every index value, published in full and exactly as counted, so anyone can
reproduce the figures. Written by Token Bench for this purpose.

support-en Customer support reply - English

Prompt

You are a support assistant for an online electronics store. Reply to the customer politely and in under 120
words, using only the order details below. If something isn't covered, say you'll pass the question to a
colleague.

Order 58213: one pair of wireless earbuds, paid by card on 3 October, dispatched on 6 October by courier,
tracking number not yet active.

Customer: Hi, I ordered earbuds last week and the tracking link still shows nothing. Have they actually been
sent? I need them before I travel on Saturday.

Reference answer

Hello, and thank you for getting in touch. Your earbuds were dispatched by courier on 6 October, so they are
on their way. Tracking numbers sometimes take a day or two to activate after dispatch, which is why the link
isn't showing anything yet. Courier deliveries usually arrive within three to five working days, butI can't
promise delivery before Saturday from the details I have. I've passed your question to a colleague in our
dispatch team, who can check with the courier and confirm whether the parcel will reach you in time. We'll
email you as soon as we hear back. Thank you for your patience.
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code-review Code review - Python

Prompt

Review this Python code. List any bugs and give a corrected version.

*“python
def average_order_value(orders):
total = 0

for order in orders:
total += order['amount']
return total / len(orders)

def top_customers(orders, n=3):
totals = {%
for o in orders:
totals[o['customer']] = totals.get(o['customer'], 0) + o[ 'amount']
return sorted(totals, key=totals.get)[:n]

Reference answer

Two bugs:

1. ‘average_order_value' divides by zero when ‘orders’ is empty.
2. ‘top_customers’ sorts in ascending order, so it returns the customers who spent least,
not most.

Corrected version:

" “python
def average_order_value(orders):
if not orders:
return 0.0
return sum(o['amount'] for o in orders) / len(orders)

def top_customers(orders, n=3):
totals = {%
for o in orders:
totals[o['customer']] = totals.get(o['customer'], 0) + o['amount']
return sorted(totals, key=totals.get, reverse=True)[:n]
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extract-json Invoice data extraction - English to JSON
Prompt

Extract the invoice below as JSON with the keys invoice_number, date, supplier, line_items
(each with description, quantity and unit_price) and total. Return only the JSON.

Invoice INV-2026-0912, dated 14 September 2026, from Sharma Office Supplies, Pune. 12 boxes
of A4 paper at X310 each; 4 black toner cartridges at 2,450 each; 1 desk organiser at

X899. Total payable: X14,419.

Reference answer

1
"invoice_number": "INV-2026-0912",
"date": "2026-09-14",
"supplier": "Sharma Office Supplies, Pune",
"line_items": [
i"description": "A4 paper (box)", "quantity": 12, "unit_price": 310%,
{"description": "Black toner cartridge", "quantity": 4, "unit_price": 2450%,
i"description": "Desk organiser", "quantity": 1, "unit_price": 899%
1,
"total": 14419
%

support-hi Customer support reply - Hindi draft translation

Prompt

31T Qep SHTeITs SAae e WR & UTgdh TgIdl Tgrdh & | A AT g 3ifsk faerur & SmeR W Ut o fomwar & 8fik 120
9Teel § A B STA19 ¢ | 3R i o1d fAeror § 781 €, af ad1d o 319 Tarret fheft agerdT ot 9t 37t

3R 58213: TR $RISH hl Toh SIe!, 3 SHALeR Pl IS T YT, 6 ISR hl FHRAX F Aoht T8, gfcht Fer areft wfeh 78
2l

UTEh: T, H7 Uod g sarRasH 3SR fhy & ofRk 2feh fofer W o +ff g =11 o @11 @ @ &9 A 91 7 82 75t a1faR &t
AT & Tt ITeh! Feeel 81

Reference answer

THE, Tuth e & [T egaTe | 3TUeh $IRESH 6 TaeaR ot HRAR § AT Y 1Y &, safeig 3 wea & &1 shoft-areft It o1 & wrg
¢k R afoha 89 & gop-at foet el €, sfifaie fofes W aneft g 1t o a1 gfveR fRcfiadt sk &R o @ ot srdfeawt &
uged! g, dAfeh B U HiSlg SRt @ § fHaR & uget feeftadt sl arar 781 & dehdl| # Sueht gare gaR 3w & & T
gl bt AT faaT 8, STt RAR & T eheeh TaTdl fob UTefed THa OR Ug<m a1 g1 | SiaTel fAed &t g7 3deht sHet et | & 7

& folg ergare |
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Appendix: the Indian-language texts

The customer-support task, translated sentence for sentence from its English original, as used in
the Indian-language sub-index. Published in full so the figures can be reproduced. Written by
Token Bench for this purpose.

Draft. These translations have not yet been reviewed by native speakers. Corrections are welcome
and will be noted in a future edition.

lang-mr Customer support reply - Marathi draft translation

Prompt

TR T SHBIE Soag Had W UTgeh HgRIdT UgRAH JETd. Weie S dusiiaiard aruR e TTgehlol faaqur STfor
120 GO HH TeqTd IR &1, TE@Ia ME qusfiaimed 789, aR grel 81 U187 Yol TghI=aTehs UTaaTe 3 Ji.

3iEY 58213: IRRGY F3RTZT! Teh Silel, 3 HTTeIoRST Pre- T8 WS, 6 JHTaiaraT HRIRA UTeTo!, Sl Hax TelTd dfchd
g,

TTEh: THERR, H 1T SIS SRS 311ER s Bid MO ST fobehar SrS[e! dhrehd fawd ATel. & Wia ursas s smed
TI? AFART TATHIST SITUATYE AT g9 3TTad.

Reference answer

THERR, T AYATEe Y=Id1e. JHY S9RTSH 6 JHfaiare! HRIRA UTsas 116 3MMed, IS d dTeeR MMed. TTSae™dTaR gt
FeR afeha gIoar efienell Tep-aH fGaw SrTdaTd, Tud fohdhar 3ol el fadd ATal. HRer fEfosest ararum o= d ura
PGS fadid Uigiad, ol AIgAThsls Alfed i dt SHarydT e ST 33, 1ehd ATal. HY JHaT Ust ST
et Smefis Yot HgenraTehs UTeawT 31Tg, St HRIRES Tkl e UG dad UIgIae hi ATl o haddd e, 3R Hadrd
I TS 306 e, R ERAATEES YIaTE,
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lang-bn Customer support reply - Bengali draft translation

Prompt

A QB TFAIRT JEAFH I GHIRT SITF TRITST TR SYHIF N7 WO {799 I-3T T AIRF S
TSI G2 120 AT I ALANT SO T | (I KT RIFt 1 AT Ieg9 (T WAt o6t asom saaiig sg
“nfder o=

WGIF 58213: OF (TG SIS IAFANG, 3 WCHIRI FICE (FITT6 T AT, 6 WCHIRI FIATK AT 30307, Frifee
T Qa8 AfEFT 7|

SR TNHIF, W 916 TR TR WEIF I Q32 Hf e agaa Fgs ¢ranwg 711 orece s afors
AAISITT FCACR? HRIIF IR TNSTF WIS W TS TP

Reference answer

THE, NI FARL G A ST IS 6 WG FIRAAE ATSICAT R0, BI2 CISTAT 2R AR | ATSCAI
2 FIFR 791 ST (o FYF8 Y8 AF-Y3 i 101, T3 [ @ e g (raiees /11 FRAR coferei
SRS 57 (@At Sie Fre Wy cifer, g S Fieg 6T 27 @ i =k et e afSests
fits snafg =11 = Sem it e f[Swens fTorg asem SRt S «nfdfy, N iR s w3 e
TR AHATS THIHCO! (R 711 TSI AMSAT a3 NI WIATE 0961 FII| 04 LT T3 47=-7M|

lang-ta Customer support reply - Tamil draft translation

Prompt

IBMRISET 6Q(Th QYEITEM6VEIT 6T6VELTTEnfl86M SHemLUIl6sT 6UMlgSenas W ey 2 sallwmery. £CL 2 6Ter oy Ly
afleurrisener WL (HID LIW6TL(HISS), 61Ty 86m & WIT6IT(THE (& WIFlWMengWmseab 120
QlEmm &5 (6TH 8 (&6T(ETHLD LIFHl6L Seflwrusseir. afleurmigerlsy @svevns GHmID @) (HHSTEV, BiHSHE
GaeTallemi (| &8 2am HWIfILLD HeDILIL|USHTEHS FamHBIs6T.

QLTLI 58213: 6o(H Gy euwlFGlevery @uIFLIL 6, i&GLTUT 3 Si6oTm) STT(h eP6VLD LI6ToTLD
QEISHILLLEI, SSCLITUT 6 S6tTm] FaflWiy epeud SeIILLILILLG)], 9 FTeSIR 6T6tT @)6T60)(LD
ClEwsvLILeg6VemsL.

6L & 6N & LITEITI: 6U6TITESLD, [HIT6T HLIHS 6UMTLD @WIFLL6MN U FLT ClEFliCsH6tT, l4TmeHa&In
@ enesTLILN6L @)6tTEnID TSI GISFlLalNeLeEn6y. Siemen 2 65sTemLOUIN6D BB LILILILILL6TTEUT?
Feoll&ELpenLo LIwWewTd CQlF WU M (& (6T 6T60TE (& iem6u GHene.

Reference answer

6UETITEBLD, CIHTLITL G STEsoTL S M (&) BT, 2 M6 @UIFLIL6 SH&GLTUT 6 Si6dTm] Faflwiy epeud
SIE®IILLILILL 63T, 6T6sT @6 {6m6L 615G 6\ & TevuTLe(hEHEH6TTM6ST. HeB)ILILNW LNM(E) g TTEESI I 6TesoT
ClFwesvLILE CBTLEISS lev GEIMmIsE60 6T T6soT(h HTLS6T (&L, HSHEVTTEVSHTET @) 6m6uorLiLien
@etTen)|1b eTgIe D C&flwealsvuemey. Faflwif GlLedlsurfl QlLITgI6uTS epaiTm (P&H6V WHE Colensy
IBITL8(6TH&s (61T 6UIHG| G&F(THLD, 4EVTITEV 6T60TEBIILLD 2 66T e 6L TRISHED6T 606U S| &6vf1&H S LPEDLDE () (65T
ClLed6urf]l o &b eTetTm) 2 IS werflEs (PIgWITg). 2 mIS6T CaeTallenul 6rmIg6T l9eLITLE (& (LeSley

2 6iT6I 6(Ih &8 2em AL en) L1t wsiTCemsst; Seuf FaflwiflLb eNFTfl& g LmFesy Fiflwimsor
Crr&HH6v eubg| CF(HLOT 6T6TLIENS 2 MIHGlFWISUTT. LISV 6w L& 561 L 63T 2 ki (6THE: (& LO)65T60T(6H &6V
SIe®)|LILGeurmd. QUMM IenL&: &) HeoTm.
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lang-te Customer support reply - Telugu draft translation

Prompt

B> 258 3B DoF9AEY JBD EPE HAEG 0. 8ot 9NN e9gh DT HGBDH BHBrAoD), 6L
Loorgsme So8as 120 Hore §°%Y DbreeSo 950k, ST’ B DR IFI° 65083, &9 HH 2.8 SIFEYHE
H0HT°ED BK)‘DO&.

386 58213: 2.8 e3¢5 I68S waHber’s), @826 385 5°§ wrgoe 3oy 230008, @26 6:5 EB0HE WT° HoHedkod, ¢r°8oh
5025 Hos® ALES 5°Bc.

E9806: 580Ry, 30 (5e8 53080 BOHG0E)Y e98b B0, E3r80h DoES® Ros© AV EAN0Sté0 B, @) Desore Hodergrasse?
#J°E0 HASTETTVS 500065 T°Kd @9 S°°E).

Reference answer

5508, H0HBODB0 3dgarmren. D ¥oHbeG) 8’208 635 §BaHE TrgTe HoHgPow, Sl ) TS esImow.
D025 e50°ges ¢37806 Ho208 QSRS 5o ERYIY) 2.8¢8 Bocky Feren He608, @oesh8 Ho8S® Ros® b EAowstéo
8. 50006 BOB JrrreBeaome Ku3°hd 8306 ¢ H BTG’ BEHe&B, % T° GHE €y DHTE eEEorr B0 S
BOBE 065D 5 BHYBD. D HHD 5 BANS 23065087 208 SHFEFH3 Bodwidy; TCh FBCHEE Swer 3BYS
RB008rR8 Bthekrol BE AGBEd. DTG0 TIPS WEd HaB000S BAain. LM eoched Gdgaerren.
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